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Summary
There are a lot of existing Computer Aided Design (CAD) tools that help engineers
and artists design rooms, buildings, or even whole residential areas, but there are
very few that aid the design of an entire city. The proposed project aims to provide
a tool that will enable users to model and then visualize large cities.
During the modeling phase, the user is able to outline on a map the different areas
(industrial, residential, commercial) that build up the city. After that the tool procedurally fills those areas with appropriate roads and buildings and in the final step
visualizes the 3D model of the city. In visualization mode, the user is able to explore the city freely by changing camera position and orientation. Since displaying
all buildings at once would require an enormous amount of resources, the tool also
support different levels of details and employs rendering optimization techniques .
One application of the project would be as an educational tool. Everyone, who has
wanted to design a city, will be able to do so without any difficulty and visualize it
as a 3D model. Although the system will not support the level of accuracy required
by city architects, they can still use it to quickly visualize their ideas before moving
to a system with painstaking level of details.

1

Introduction

Architectural modeling tools (like AutoCAD) usually provide means to design
buildings in very high details (up to elements of the interior). Using such tools
to design a whole city would be practically impossible as it would mean to design every single building. Also, when modeling a large city, one is usually not
interested in the fine details of each of its elements, but rather how they look when
put together. Hence, other approaches, more suitable for such scale, have to be
applied. One such approach is to procedurally situate and generate buildings and
streets given some constraints, based on consistency and user input.
After the city has been modeled, the system should provide means to visualize
it, which entails technical difficulties due to the size of the data. A large city
usually contains tens of thousands of buildings and keeping them all in memory
or visualizing them all at the same time is not feasible. Several techniques have
been developed to remedy this issue, like space-partitioning, frustum-culling, level
of details, multi-resolution textures. The basic idea that they all follow is to render
as much of the city as the user currently sees (and not more than that) and with
adequate details (no point in displaying many details if the viewer cannot see them).
Another important aspect of the visualization is the view-port, or the camera. With
some constraints, the user should be able to observe the city freely by changing the
camera’s location and parameters.
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Related Work

The title of the project suggests that there are two main aspects to it - modeling and
visualization. But as mentioned in the introduction, when talking about large-scale
cities, modeling becomes a complex process that also involves procedural generation, which deserves to be investigated as a separate aspect. So, the workflow of
the tool would be: Modeling → Generation → Visualization.
Some of existing systems for visualization of cities do not provide means for modeling themselves, but rather use information about existing cities - either from
satellite images [1] or from city administration [2]. Another approach, closer to
our purposes, is presented in an article by Parish and Müller [3]. Their method
takes maps (geographical and sociostatistical) as input and on top of those procedurally place and generate buildings and streets.
After the city areas are modeled, they have to be filled up with buildings and streets.
This filling up happens according to some given rules, which are usually formu-
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lated as production rules of some grammar. Those rules have to encapsulate the
initial constraints given by the map and the natural constraints (there shouldn’t
be a road that ends in the middle of nowhere). Also, since we don’t want to see
the same buildings and patterns of streets all over the city, there should be some
randomization in the rules. Adding conditionally (for the constraints) and probability (for the randomization) to the production rules infers using an L-System.
L-Systems are widely used in biological modeling (like modeling of plants [4])
and in [3] they have been used to place streets and buildings onto the city map.
In the last phase, the generated city will be visualized. Because of the large scale,
it will not be possible to visualize everything at once, and probably to even keep
information about every single item in the memory. These issues have been largely
addressed in [2, 1]. There exist methods like tiling, culling, level of details that
greatly remedy the problem. . Another issue with the visualization is the camera.
In [2] the author presents several perspectives, which the camera can use - trackball,
flyer’s perspective, pedestrian’s perspective.
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Workflow of the application

The workflow of the application is comprised of three general components - modeling, generation and visualization. In this section we will discuss how each of
these is executed, what means of interaction does the system provide for each and
how information is transferred between the different phases.

3.1
3.1.1

Modeling
Modeling perspective

The modeling is done on a 2D canvas and resembles drawing a city map on the
coarsest level, indicating only boundaries of different city areas and main roads.
The natural terrain (hills, water, etc.) is provided by an external elevation map,
which is (optionally) fed into the system at the beginning of the modeling phase.
A screenshot of the application in modeling perspective can be seen on Fig. 1.
Here, OpenGL is used to visualize the map and to respond to user interactions at
any time. Drawing polygons for the areas and piecewise linear curves for the roads
is facilitated by the graphical user interface, which allows the user to choose the
respective tool from the toolbar .
Polygons of different colors represent different city areas: red - residential, green commercial, brown - industrial. The type of the area is selected from the buttons in
the toolbar and then the vertices of the polygon are determined by clicking on the
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Figure 1: Modeling perspective
respective positions of the canvas. Since there is no restriction on how the points
are selected, the resulting polygon may be non-convex or even self-intersecting.
OpenGL ensures that polygonal primitives are drawn correctly only if they are
convex. To remedy that, we are using GLU tesselators to divide the non-convex
and self-intersecting polygons into convex ones, so that they are properly drawn.
The modeler is allowed to overlap areas as shown in the example above, where
there is a commercial area inside a residential one. To make it easier for the user
to see such overlaps and also the underlying terrain, the polygons are drawn semitransparent.
The roads are drawn as non-transparent black line strips and are modeled in the
same fashion as the areas - first, the highway button from the toolbar is selected
and then the points of the line strip are marked by clicking on the canvas.
Once drawn, roads and areas can later be moved by holding the Ctrl key and dragging the element to its new location, or deleted by selecting them with Ctrl and then
pressing Del. The selection functionality was implemented using the OpenGL selection buffer.
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The regions colored in blue on Fig. 1 mark water. This information is extracted
from the elevation map, which is a greyscale image, in which different values correspond to different altitude with the 0-value indicating water. Fig. 2 shows the
elevation map used to produce the terrain from the previous example.

Figure 2: Elevation Map
After the elevation map is loaded, the 0-value (black) pixels are marked as water
(blue) and the resulting image is used as background for the modeling perspective
(the grayish color on Fig. 1 actually shows elevation).

3.1.2

City map

Once the user is done modeling the city, a city map is generated, which is used
later in the generation step. A snapshot of the map can be saved at any time from
the main menu (File → Export...).
The size of the city map is proportional to the size of the city selected in the beginning. There is a coefficient which translates kilometers to pixels and is currently
set to 100 (i.e. a 10km x 10km city would result in a 1000x1000 pixel city map).
The city map is basically a scaled version of the modeling canvas with roads and
water drawn first and the elevation map encoded in the alpha channel of the image.
Since one of our design goals was to implement the system independent of graphics hardware capabilities, we did not rely on any off-screen drawing techniques
and used tiled rendering to render the canvas in the new size. The city map is
divided into tiles of size the size of the OpenGL canvas, rendered independently
and then stitched together in one image. While rendering, blending is disabled (as
mentioned earlier, we need the alpha channel for the elevation map) and roads are
drawn on top. City areas are drawn in the same order in which they were modeled.
After the rendering is complete, the values from the elevation map are inserted into
the alpha channel by going over all pixels. If the value represents water, the pixel
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in the city map is overwritten with blue, unless it is a road (black), in which case
it is left intact. In future versions, roads over water may be marked as bridges with
some other color.
The city map for the previous examples (Fig. 1) for a square 10x10 city is presented
below.

Figure 3: City Map
Note that the colors look much lighter because of alpha values due to the elevation
map.

3.2

Generation

After modeling is complete, the next step in the workflow is generating the road
network and allocating building lots inside the areas. The proposed algorithm takes
the city image and the geometry of the city (vertices of area boundaries and roads)
as input and produces a structure that is suitable for visualization in the next stage.

Figure 4: City generation
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3.2.1

Road Generation

General Algorithm
During the course of investigation of the problem, we decided to take a different
approach for generating the road network than the one discussed in the proposal,
which was using L-Systems ([3]). We divide recursively the space available for
an area by choosing a point from inside and generating roads that stem from that
point. The roads end either when they hit another road, or leave the area. Based
on several control parameters, the number of roads and the way they are generated
can be changed to achieve different results. The roads divide the area into subareas,
for which the algorithm is applied again until the size of the area is under a certain
threshold. We preferred this approach over the L-Systems because it’s much easier
to control and inspect, as we can have a snapshot of the road map at any point in
the generation.
The first step of the algorithm is to determine the different areas in the city map,
and more specifically their size, bounding box and a mid-point. This is done by
performing a seed fill algorithm on the city map, considering only pixels that represent a city area (residential, commercial, industrial). The results of the seed fill
are recorded in an array of the same size as the city image (which we will refer
to as generation array from now on) and a unique positive number is assigned
to each of the detected areas. Note that if two areas overlap or touch, they will be
recorded as one by the algorithm and a continuous road network will be built for
them. This is to avoid dead-end roads in the middle of the area. The type of the
area is assigned to the type of the first pixel met by the seed fill.
Once the areas are determined, the recursive algorithm is applied to each of them.
First, a seeding point for the roads is selected. The mid-point is taken as first
candidate, but in case it’s not inside the area, the closest point that is inside is taken.
After that, depending on the area type, different road patterns (discussed later)
may be applied. The roads are represented by piecewise linear curves with fixed
segment length. The parameters that determine how they are drawn are the number
of roads that can spawn from that point n, initial orientation, maximal angle that
each road can deviate by from its original direction ∆orig and maximal angular
difference between two adjacent road segments ∆segm . The initial direction αi for
road i is computed as
360
αi = initial orientation + i ∗
mod 360
n




Then, for each road, the following algorithm is applied:
1. start point = seed point
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2. A random orientation angle θ is chosen such that it deviates at most by ∆segm
from the orientation of the previous road segment and at most by ∆orig from
αi
3. Compute end point for the segment by adding a displacement of length the
road segment length and orientation θ to start point
4. Rasterize the line (start point, end point)
5. Mark in generation array all points from the line that lie in the area
6. If end point lies in the area
start point = end point
goto 2
else
finish
To rasterize the line we use Bresenham’s algorithm ([5]).
After all roads are drawn, seed fill is run on the area to determine the sub areas
constrained by the new roads. Depending on the size of the area, it is either subdivided using the same algorithm, or populated with buildings using the algorithm
described in the subsection.
Road Strategies
Residential Area
The strategy for road generation in residential areas was chosen such that it’s
not so strict in deciding road orientations and allows for more randomness.
It terms of parameters, it looks as follows:
• Number of branches = 4
• Initial orientation - for the top level completely random, for a level of
depth n, the initial angle is calculated as
15 15
initial anglen = initial anglen−1 + random − ,
n n






mod 360

The further we go down the recursion, the smaller the deviation from
the parent area’s initial angle.
• Maximal angular difference between two adjacent road segments ∆segm
also diminishes with the depth.
∆segmn = max(8 − 2 ∗ n, 0)
After the fourth level, roads become completely straight.
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• Maximal angle that each road can deviate by from its original direction
∆orig = 30 degrees
This setup, of course, can be tailored to the specific needs and goals of the
designer to allow more or less deviation and randomness. Using the proposed numbers above, the results of the generation typically look like the
one shown in the figure below.

Figure 5: Road generation in residential areas. From left to right: top row - Generation at 0th , 1st , 2nd level, bottom row - 3rd and 4th
Commercial and Industrial Areas
For the commercial and industrial areas we decided to stick to the Manhattan
road network type, allowing small deviation in the initial angle and only
straight roads.
• Number of branches = 4
• Initial orientation - for the top level completely random, for a level of
depth n, the initial angle is calculated as




initial anglen = initial anglen−1 + random −

10 10
,
n n



mod 360

The further we go down the recursion, the smaller the deviation from
the parent area’s initial angle.
• Maximal angular difference between two adjacent road segments ∆segm =
0 - always straight roads
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The results of applying such a generation are presented in the figure below.

Figure 6: Road generation in commercial and industrial areas. From left to right:
top row - Generation at 0th , 1st , 2nd level, bottom row - 3rd and 4th

3.2.2

Building Placement

When an area is not be further subdivided, it has to be populated with buildings.
To decide where to place the building lots inside the area, we first approximate
the area by a polygon. The vertices of the polygon always lie on the intersection
of a road with another road or with the boundary of the area. This is exactly the
condition we used in the road generation algorithm to terminate roads - either the
road crosses another road or it goes out of the boundary. Hence, it suffices to mark
the end points of the roads in the generation array and later detect them using a
9x9 filter (size determined empirically) on all pixels of the area. This is also what
we need the geometry of the city for - to mark the area boundaries as well as the
intersections of the highways with everything else in the generation array. Detected intersections that are very close to already found ones (Manhattan distance
less than 5) are discarded.
The next step of the algorithm is to order the detected vertices so that they form a
non self-intersecting polygon. We first compute the barycenter of the polygon as
Pn

c=

i=1 vi

n
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where n is the number of vertices and vi is the ith vertex.
Then we consider this point as a reference point of a coordinate system and divide
the points into 4 groups depending on in which quadrant they lie. Then we sort each
group by the slope with respect to the reference point. Taking the vertices from the
4 sorted groups in the correct order gives us a list of vertices, which define a non
self-intersecting polygon. Fig. 7 provides an example how to determine the relative
order of two points in quadrant I. Vertex v1 is taken before v2 as its slope is higher.
Similar logic is applied to the other quadrants as well to achieve the desired result.

Figure 7: Determining the relative order of two vertices in Quadrant I
While the computed barycenter is good enough for the vertex ordering algorithm,
sometimes it is very unsuitable for a reference point for the building lot allocation. This occurs due to the fact that the algorithm detects all intersections on the
boundaries while we are interested only in the corner ones. Fig. 8 depicts such a
bad case.

Figure 8: The computed barycenter is an undesirable reference point for building
lot allocation
The two ”additional” vertices on the top edge pull the center towards themselves,
which would result in smaller building lots on the upper side and bigger on the
lower. Since we want to achieve somewhat uniform building lot distribution, the
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discard from the polygon vertices that lie on the same line and weigh the others to
compute a weighted center.
This is done by taking each three adjacent vertices v1 , v2 , v3 and computing cos ((v1 , v2 ), (v3 , v2 ))
and comparing it to −1. If the value is very close to −1 (meaning that the three
vertices lie on the same line), vertex v2 is marked to be discarded. If not, then it’s
weight is computed by wv2 = 1 + cos ((v1 , v2 ), (v3 , v2 )). After all weights are
computed, they are normalized so that they sum to 1,
X

l =

wi

i

wi
l

wi =
Then, the weighted center is computed as
c=

X

wi ∗ v i

i

Once the center and the ordered vertices are known, different strategies for building lots allocation are employed for the different city area types.
Building lot allocation for residential areas
The building lots in the residential area always have four vertices.We distinguished
two types of lots - corner lots and inside lots. The corner lots have 3 vertices on the
road side, while the inside ones have only two. The algorithm that generates those
lots works as follows:
Each three consecutive vertices v0 , v1 , v2 are taken. Point p0 , p1 , p2 , p3 and p4 are
computed as follows (Fig. 9
p0 = v0 + (c − v0 ) ∗ 0.1
p1 = v1 + (c − v1 ) ∗ 0.1
p2 = v2 + (c − v2 ) ∗ 0.1
p3 = v2 + (c − v2 ) ∗ 0.8
p4 = v1 + (c − v1 ) ∗ 0.8

Point p4 is projected onto segment p0 p1 in point p401 and onto segment p1 p2 in
point p412 . Point p3 is projected onto segment p1 p2 in point p312 . Then, the corner
lot is defined by p401 p1 p412 p4 and the inside lot by p412 p312 p3 p4 .
The above scenario assumes that point p4 successfully project onto line segments
p1 p2 and p0 p1 , and that p3 successfully projects onto p1 p2 . That, however, need
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Figure 9: Residential building lot allocation in regular case
not always be the case. There are cases when one or more of these points project
outside the segments and the above approach is inapplicable. Those cases have to
be investigated separately.
One such case is when the ”corner” point (p401 ) cannot be projected. In this case,
both p4 and p3 project onto p1 p2 , but p4 doesn’t project onto p0 p1 .

Figure 10: Residential building lot allocation case 1
Since p4 can’t be projected, we determine point p5 as:
p5 = v0 + (c − v0 ) ∗ 0.8
and project it onto p0 p1 . Then p412 p501 p5 p4 and p412 p312 p3 p4 define two inside
lots.
Another special case is when p4 projects onto p0 p1 (i.e. the corner), but doesn’t
project onto p1 p2 (the inside).
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Figure 11: Residential building lot allocation case 2
In this case, we project p3 onto p0 p1 . Then p401 p301 p3 p4 defines an inside lot and
p301 p1 p2 p3 defines a corner lot.
After the building lots are determined, their edges are checked for intersections
with roads (this can happen as the area was approximated by a polygon). In case
an intersection is found, the length of the edge is adjusted. Finally, lots that have
an edge of length less than 3 pixels are discarded.
Building lot allocation for commercial areas
Since commercial areas are dominated by skyscrapers and large buildings, their are
not divided into lots, but inner part of the lot is taken to be one lot. Given that vi
are the vertices of the polygon describing the area, the vertices that define the lot
polygon are:
pi = 0.8 ∗ vi
Building lot allocation for industrial areas
The road generation strategy for the industrial areas is very close to the Manhattan
model, which gives a very high probability that the polygons describing the areas
will have 4 vertices. When placing building lots, we try to take advantage of that
and consider two cases:
• If the area has number of vertices different than 4, the whole space is taken
by 1 building
• If the area has 4 vertices, it is divided as shown in the figure below
Each of the 4 lots is probabilistically added to the map. If a lot is added, then
the probability that the next one will be added decreases. If it is not added,
the probability increases.
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Figure 12: Industrial building lot allocation
On Fig. 13 a city map with building lots allocated for all three different area types
is shown.

Figure 13: Building lot allocation for all area types
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3.3

Visualization

After the generation step, the city is ready to be visualized. In this section we
discuss how we visualize different elements of the city, what techniques do we
apply to optimize the visualization process, and what kind of user experience is
offered.
3.3.1

City Visualization Elements

The output of the generation phase is an array-like structure of the same size as the
city map, which holds elements that are to be visualized. The type of elements that
have been implemented so far are roads, buildings and water.
• Roads
Roads are displayed segment-wise as textured quads. To avoid overlapping,
matching of the end of the previous segment and the beginning of the next
one is performed
• Buildings
Depending on in which area the building was created, it is assigned a texture
for the walls and the roof randomly from a set of textures for the respective
area. The height is also assigned randomly from a range, which also depends
on the area.
• Water
Pixels marked as water are displayed as quads with blue-colored material
3.3.2

Camera and Frustum Culling

The camera used to explore the city space is a spherical-coordinates camera, bound
only to the upper hemisphere with translational center. It allows a wide range of
zoom, from very close taking-a-stroll-trough-the-city zoom to a global overview of
all areas.
Frustum culling is used to speed up visualization by rendering what is only currently visible on the screen and not the whole city. Since the city is located on the
y = 0 plane, the problem is only to determine what part of the plane in there in
the current viewing frustum and the culling boils down to finding a frustum-plane
overlap. This is done by finding the intersection points of the rays of the frustum
(Fig. 14) with the plane.
Once we know the four points on the plane, defining our current field of view, we
build a bounding box around them and display only what is within that bounding
box in the array. There is one case that need to be taken care of and it is when the
camera is looking almost horizontal, so that the upper rays intersect the plane in
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Figure 14: Frustum culling
the negative direction (i.e. behind the camera). In that case, we project the lower
rays onto the plane, compute their intersection with the boundaries of the array and
consider the beginning of the rays and the intersections as the four points defining
the field of view.
3.3.3

Sky dome and city plane

To increase the realism, we implemented the so-called sky-dome technique to create the effect of a sky. It uses a texture of a sky, mapped to a sphere rendered before
the scene with depth buffer turned off. The sphere is rendered with radius one, and
the observer is placed in the origin and oriented in the view direction of the camera.
This way, the sky will always stay in the background and change according to the
movement of the camera, creating the effect of an atmosphere.
To avoid the feeling that the city is floating in the sky, we also add a plane, on
which the city is grounded. To create the effect of an infinite plane, we render it in
another perspective with much closer far clipping plane, right after the sky-dome
with depth buffer still turned off.
The result of the combining the two effects is shown on the image below.

Figure 15: Sky dome

3.3.4

City overview and Minimap

Another feature of the visualization system is that it generates a city overview
image, which is used for displaying the minimap and for the overview level of
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details, when the whole city is rendered as a texture. Capturing the overview is
much like taking an air photo of the city. First, the minimum height at which the
whole city is visible is computed. If using perspective projection with a y-field of
view of f ov y degrees, the height is calculated as
height =

citymap height
2 tan f ov2

y

Then the image is taken (pixels copied directly into a texture) and can be used for
different purposes. One such purpose is the minimap, which is a smaller version
of the overview image and always shows the current orientation of the camera and
what part of the city is currently visible. The minimap is rendered using another
viewport with square dimensions to preserve the aspect ratio of the image during
rotation to avoid distortions.
Another application of the overview image is the ”overview mode”, which is switched
on when the user goes higher than the full-observability height computed earlier
and sees the whole city. During this mode, the city is displayed as a textured quad,
which hides depth information, but is significantly faster.
Fig. 16 shows what city overview typically look like.

Figure 16: City Overview
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Discussion and future work

We have developed a system that allows users to model and visualize relatively
large cities quickly and very easily. It supports three different city areas the user
can choose for modeling, each with distinct building and road patterns. After the
city is modeled, the system generates it and visualizes it for the user to explore.
The three stages that a model city goes through are shown on Fig. 17. In the visualization phase, the system makes use of techniques that increase the realism,
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like sky dome, as well as ones that make it easier for the user to navigate through
the city, such as the minimap. Fig. 18 shows a panoramic view of the city from
Fig. 17. The sky dome and the city plane are visible in the background and the
minimap is blended in the top-right corner. Fig. 19 presents a close top-view of the
coastal residential area. Note that the minimap shows the current visible region.
Pulling the camera up a lot brings us in overview mode, which is shown on Fig. 20
where it’s clearly visible that there is no depth information. The last image (Fig.
21) shows again a panoramic view, but this time of a larger city.
Although the application has already a handful of nifty features to offer, it is by
no means a full-fledged system for generating and visualizing cities. A lot of work
might be done in the area of building placement and visualization - more sophisticated models, not just boxes; merging or further diving lots, depending on target
house size; implementation of bridges, railroads, vegetation, etc. In visualization
phase there is definitely a need for more level of details - somewhere between the
two that are already implemented. Another nice feature to have would be different observer perspectives (i.e. camera modes) - flyer, pedestrian, etc. But all this
was taken into account during development, and extensibility was our main design
principle, as we anticipated that time wouldn’t be sufficient to implement all the
feature we would love to see in the system.

Figure 17: Stages of a model city
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Figure 18: Panoramic view of the city

Figure 19: View over the coastal residential area
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