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Abstract
Isosurface extraction is a widely used approach to visualize volumetric datasets.
Since the original Marching Cubes algorithm, many techniques have been devised
to improve the quality of the extracted surfaces or improve the speed of extraction. Some of them achieve extraction in real-time, but the quality of the extracted
mesh is not optimal. Other focus on maximizing quality, but are not suitable for
interactive applications.
We propose an approach that aims to visualize high quality isosurfaces and still
provide real-time experience to the user. The mechanism behind the technique is
to pre-compute high quality isosurface meshes for a set of isovalues and only use
interpolation for rendering. First, we sample the isovalue range, pick an initial
isovalue and extract the isosurface for it. To keep the correspondence between
the vertices of two consecutive isosurface meshes, we rely on projection. Starting
from the initial mesh, we project its vertices to the implicitly defined isosurface
for the next sampling isovalue. This is repeated until the whole range of isovalues
is covered. After each projection, the mesh is smoothed, refined or simplified if
needed. This way we make sure to keep the quality of the triangles high. The
results of the pre-computations are stored in data structures that allow for efficient
computation of isosurface meshes for arbitrary isovalues.
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1

Introduction

Visualization of isosurfaces is a widely used technique to analyze volumetric scalar
data. Isosurfaces are surfaces, implicitly defined on a scalar field f as the set of
points {x|f (x) = c}, where c is called the isovalue. The underlying scalar field
can be defined over different kinds of grids - structured, irregular, adaptive, or over
an unstructured set of samples.
There are generally two types of approaches to isosurface rendering – image-space
techniques and object-space techniques. Image-space methods include raycasting
and raytracing algorithms. With these approaches, the image is formed by examining each pixel of the viewport and shooting a ray through its center. The intersection points with the isosurface are then determined and the color is computed based
on a shading model. These algorithms achieve very high level of accuracy, but are
also very computationally expensive and have to be re-run for every different view.
Object-space techniques to isosurface rendering rely on extracting an explicit representation of the implicit isosurface. The explicit representation is typically a
triangular soup or mesh, but can also be a point-based representation. An advantage of these approaches is that once extracted, the geometry does not need to be
recomputed for every different view. Moreover, the geometry can be stored as a 3D
model and used for further purposes. A drawback of these approaches is that since
the explicit representation is a (linear) approximation of the surface, the accuracy
is not as good as with the raycasting technique. However, the loss of accuracy is
often not significant, and when full photo-realism is not needed, it is more practical
to use isosurface extraction than raycasting.
One of the earliest and most fundamental approaches to isosurface extraction is
Marching Cubes (MC) [LC87]. It operates on hexahedral grids and examines the
volume cell-by-cell. The output of the algorithm is a triangular soup representing
the isosurface. However, topological and geometric closeness between the output triangulation and the isosurface are not guaranteed. Moreover, MC provides
no control over the shape of the produced triangles and many of them are of low
quality (stretched). Also, since the algorithm marches through the whole volume,
extracting isosurfaces from large datasets is slow. As a result, the two main directions in isosurface extraction research have been improving the speed of extraction
and improving the quality of the extracted isosurfaces.
Approaches that improve the speed of extraction mainly rely on the observation that
not all cells of the grid have to be considered. Different data structures have been
proposed to facilitate the selection of only relevant cells, such as interval trees,
branch-on-need octrees and extrema graphs. By considering only cells that contain
components of the isosurface, the extraction can be sped up significantly, since they
usually represent a small fraction of all the cells. With the development of GPUs
in recent years, another type of techniques that speed up isosurface extraction has
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gained popularity. Approaches that carry out the extraction entirely on the GPU
take advantage of its massive parallelism and are capable of achieving real-time
frame rates for grids of size up to at least 256x256x256. However, since they
employ the original MC algorithm, they suffer from the same isosurface quality
considerations mentioned above.
Other approaches are focused on improving the quality of the extracted isosurface.
The vertices of the triangles output by MC are restricted to lie on the edges of the
grid. This often causes triangles to be stretched and have a low ratio of incircle to
circumcircle, a measure used to assess triangle quality. Different techniques have
been proposed to remedy this problem ranging from extracting dual meshes to MC
by placing points inside the cells to performing edge transformations and snapping triangle vertices to grid vertices. Other techniques to high quality isosurface
extraction include propagation-based methods and refinement-based approaches.
The latter kind relies on first extracting a coarse representation of the isosurface
and subsequently refining it following some quality considerations. All of these approaches produce isosurface triangulations of high quality, but also impose higher
computational load on the isosurface extraction routine. This makes them unsuitable for interactive applications.
We propose an approach for rendering of high-quality isosurfaces in real-time. The
idea behind it is to pre-compute isosurfaces using a high-quality extraction technique for a number of sampling isovalues and use only interpolation to compute
an isosurface for an arbitrary isovalue. The sampling isovalues have to be chosen
in such a way that all features of the dataset and all isosurface topology changes
are captured. To ensure that, we first perform topology analysis of the underlying field to determine the critical isovalues. Then, an isosurface is extracted from
the topologically stable regions. To maintain coherency between isosurfaces for
consecutive isovalues, we project the extracted triangular meshes onto the “next”
implicitly defined isosurface. After each projection, we apply a force-based relaxation to the vertices of the mesh to avoid self-intersections and improve the quality
of the triangles. Furthermore, we check whether the mesh has to be refined in order
to approximate the isosurface more closely. In addition, if some of the triangles get
too small in size or bad in quality, they are collapsed. The regions around the critical isovalues are handled differently, since simple projection of the mesh does no
longer produce correct results and can lead to self-intersections. Depending on the
type of criticality (minimum, maximum, or saddle), we apply different strategies
to ensure correct representation of the isosurface.
The results of the pre-computation steps are stored in data structures that can be
easily queried for a given isovalue. The triangles are stored in an interval tree, such
that a list of triangles can be quickly computed for any isovalue. The vertices are
stored as piecewise linear trajectories that can be evaluated for any value. These
data structures represent the entire isosurface spectrum, since we can compute an
isosurface for any isovalue from them.
5

In our experiments we used the DelIso [DL07] approach to extract the initial isosurface. The reason for this choice was that the binary executables of the algorithm
were publicly available on the author’s website. However, any technique that produces good triangulation can be used as a starting point for our approach.
The rest of the work is structured in the following way: Related work is presented
in Section 2. Details about the pre-computation phase are discussed in Section 3.
The data structures that we use to represent the isosurface spectrum are explained
in Section 4. Results are presented in Section 5 and limitations, possible improvements and drawbacks of the algorithm are discussed in Section 6.

2
2.1

Related Work
Isosurface raycasting

Raycasting as a technique for rendering surfaces from volume data dates back to
the early work by Levoy [Lev88]. The idea of the algorithm is to create a rendering
of an implicitly defined surface by shooting rays through each pixel of the image.
The intersection points of each ray with the surface are computed and based on the
selected shading model, corresponding color and opacity are determined. Since
typically the underlying scalar field on which the isosurface is defined is given by
a grid, the intersection check is performed for each cell or voxel that the ray intersects. The classic voxel traversal algorithm, presented in the work by Amanatides
and Woo [AW87], is very efficient in terms of using few floating point operations.
However, since the algorithm is branch intensive, it does not perform well on modern GPU architectures.
Many techniques have been proposed to accelerate voxel traversal due to its large
computational expense. These techniques fall broadly into two categories: spatial subdivision and coherence approaches. Spatial subdivison techniques partition
the space using a special data structure and can omit voxels that do not contain
the specified isovalue. Examples of such data structures used for voxel traversal include the Branch-On-Need Octree (BONO) proposed by Wilhelms and Van
Gelder [WVG92] and the kd-tree used by Wald et al. [WFMpS05]. Coherencebased approaches exploit the strong temporal (frame-to-frame) coherence found in
volume rendering. Yagel and Shi [YS93] first used temporal coherence to speed
up voxel traversal by introducing an intermediate coordinates buffer. The buffer
stores the coordinates of the nearest opaque voxel. By reprojecting the content of
the coordinates buffer of the previously rendered frame to the new viewing parameters, they obtain an estimate of the initial ray position for the current image. More
recently, Klein et al. [KSSE05] introduced a fully GPU-based raycasting approach
exploiting temporal coherence to leap over empty spaces. To improve the quality of
the rendering, they also apply selective super-sampling anti-aliasing. Their system
6

achieves interactive or near-interactive frame rates while rotating the viewpoint.

2.2

Isosurface extraction

Marching Cubes (MC) [LC87] is a technique that extracts an explicit representation
of an isosurface from a scalar field defined over a hexihedral grid. First, the vertices
of the grid are marked as inside or outside the isosurface. If their value is less than
the isovalue, they are considered as lying inside, and otherwise outside. Then, for
each cell, a triangulation is selected based on the configuration of its vertices. Since
a cell has 8 vertices, there are a total of 256 cases. However, due to symmetry, they
can be reduced to 15. The vertices of the produced triangles are restricted to lie on
the edges of the grid and their positions are computed using linear interpolation.
Many techniques that improve the speed of extraction or the quality of the extracted
surface of MC have been proposed over the years. The survey paper by Newman
and Yi [NY06] provides an excellent overview of many MC-based approaches.
2.2.1

Approaches improving speed

Marching Cubes considers all cells of the grid, no matter if they contribute to the
isosurface geometry or not. This is inefficient, since often the cells containing
the isosurfaces are much fewer than all the cells. Different methods have been
proposed to speed up isosurface extraction by selecting only relevant cells. They
can be divided into three categories - hierarchical geometric approaches, intervalbased approaches, and propagation approaches.
Hierarchical geometric approaches make use of space partitioning techniques
to encode regions of inactive cells, i.e., cells that do not contribute to the isosurface
geometry.
Wilhelms and van Gelder [WVG92] were the first to use octrees to avoid examining
empty cells. The root of the octree corresponds to the whole volume. Each child
node refers to an equal-sized sub-volume of the volume described by its parent.
Each non-terminal node has eight children. To aid in avoiding empty cells during
isosurface construction, each octree node also stores the extremes of the region
described by the node. A node is subdivided only if it contains active cells. Nodes
that contain only empty cells are not further subdivided, and therefore the name
branch-on-need octree (BONO).
Another hierarchical geometric structure useful for avoiding traversal of empty
cells is the 3D pyramid [VT01]. Essentially, a 3D pyramid is equivalent to a full
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octree, but it also includes a mechanism of dealing with datasets that are not powers of 2 in all dimensions. Unlike a BONO, the 3D pyramid subdivides all nonterminal nodes, i.e. it always branches, and therefore need not be reconstructed for
each isovalue.
Interval-based methods are another type of approaches that can be used to skip
the traversal of empty cells. They utilize data structures, which group cells based
on cell intervals. Operating only in the interval space, interval-based approaches
are typically independent of the type of the underlying grid.
The active list of Giles and Haimes [GH90] is one of the earliest proposed approaches using interval-based representation for avoiding empty cells. The active
list is built from two supplemental lists: an ascending-order list of cell minima and
a descending-order list of cell maxima. The initial active list contains the minima
list cells whose minima are less than the isovalue α, but greater than a α − ∆L,
where ∆L is the largest cell interval. Isosurface extraction is performed only in the
active list cells that are actually active.
Span filtering [Gal91] is another early approach. It divides the dataset interval into
buckets of equal length. The buckets hold the cells whose minima fall into their
interval. When extracting an isosurface, only cells from buckets whose minimum
is less than the isovalue are considered.
Livnat et al. [LSJ96] introduced the 2D span space and used it to avoid examining non-active cells. Each cell is plotted to the span space using its minimum and
maximum scalar values as coordinates. The active cells for a given isovalue are
those that have their minimum value less than the queried value, and their maximum value greater. These constrains define the active region of the 2D span space
and only cells that are mapped to points lying in that region are considered. Several span space-based methods for efficient isosurface extraction have been proposed. Near Optimal ISosurface Extraction (NOISE) algorithm [LSJ96] organizes
the span space in a Kd-tree, which can traversed quickly to find the active cells.
Another span space-based method is the Isosurfacing in Span Space with Utmost
Efficiency (ISSUE) [CHLJ96]. In this approach, the span space is quantized into an
N × N regular lattice, where N is user-specified. Each lattice element is classified
into one of five categories, based on its position with respect to the active region of
the span space - completely outside, completely inside, on the vertical boundary,
on the horizontal boundary, or on both boundaries. By restricting the span search,
ISSUE enables faster detection of active cells. Another approach to search the span
space is to use interval trees [CMM+ 97]. The interval tree is a balanced binary tree,
built in a top-down manner. The root node refers to the whole volume. The median
m of all upper and lower bounds of all cells stored in the node is determined. Then,
three sets of cells are built - Slef t = [x, y] : y < m, Smid = [x, y] : x < m < y,
and Sright = [x, y] : m < x, where x is the minimum scalar value of the cell and y
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is the maximum. Smid is stored in the current node. Slef t and Sright are assigned
to the left and right sub-trees, respectively. The process is re-iterated until the sets
are empty. Interval trees are queried by starting at the root and taking either the
left or right sub-tree, depending on whether the isovalue is less or more than the
median of that node. For each visited node, cells stored in the node that contain the
isovalue are reported. This is repeated until the median of a node is equal to the
isovalue or a leaf node is reached.
Propagation-based approaches to isosurface extraction also avoid empty cell
traversal by only propagating along the isosurface, and not marching through the
whole volume cell-by-cell. The active cells are determined by starting at seed cells,
which are known to be non-empty, and propagating to neighboring cells using the
isosurface connectivity. Itoh and Koyamada [IK95] proposed a method to automatically select initial seed cells using extrema graphs. The nodes of the extrema
graph are the local minima and maxima of the scalar field. Seed cells are searched
for by traversing the arcs of the extrema graph and the boundaries of the volume.
Entirely GPU-based techniques are another group of approaches that aim at
speeding up isosurface extraction. With the rapid development of GPUs in recent years, there has been a great interest in applying their massive parallelism
and computational power to purposes other than rendering. Pascucci [Pas04] first
proposed a GPU implementation of Marching Tetrahedra (MT). MT is a variant
of Marching Cubes that operates on tetrahedral grids. It has a much simpler case
table and produces at most two triangles per cell. Pascucci’s approach uses triangle
strips, arranged in a 3D space-filling curve, to feed as little geometry as necessary
to the GPU. Another GPU-based MT method is the work of Klein, Stegmaier, and
Ertl [KSE04], which employs vertex array rendering. A downside of these approaches is that they generate a fixed number of output elements per cell. In the
case of MT, each input cell produces two exactly triangles. The superfluous triangles are discarded by the vertex processor by degenerating them to points. Another
shortcoming of these algorithms is that they cannot produce a compact representation of the triangular mesh in GPU memory and have to be re-run every time
the isosurface is rendered. More recent approaches use data compaction and expansion on the GPU to produce a compact list of triangles. Uralsky [Ura06] used
the geometry shader of Shader Model 4 to implement MT. The geometry shader
is a new programmable stage in the graphics pipeline and has the ability to create
and discard geometry on the fly. Dyken et al. [DZTS08] presented another approach based on data compaction that implements MC. Their algorithm uses the
HystoPyramid, a hierarchical data structure for data compaction on the GPU. They
extend the data structure to allow for stream expansion, which provides an efficient method for generating geometry directly on the GPU, even on Shader Model
3 hardware. Both approaches can extract isosurfaces from datasets of dimensions
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256 × 256 × 256 in real time.
2.2.2

Approaches improving quality

Some of the cases of the original Marching Cubes algorithm allow for different
plausible triangulations for the same configuration of vertices. These cases are
called ambiguous and can cause topological inconsistencies in the extracted isosurface. One way to deal with the ambiguities is to use an asymptotic decider to select
the topologically correct variant. Including the decisions made by the asymptotic
decider to the case table yields 33 cases as shown by Chernyaev [Che95]. Another
approach to remove ambiguities is to use adaptive subdivision schemes [VKSM04].
Ambiguous cells are subdivided into non-ambiguous ones and a topologically consistent isosurface can be extracted. For a comprehensive overview of disambiguation strategies, we refer the reader to the relevant section of the survey paper by
Newman and Yi [NY06].
Since MC constrains the vertices of the triangles to lie on the grid edges, sharp
features of the isosurface are not well captured. Kobbelt et al. [KBSS01] presented
the Extended Marching Cubes (EMC) algorithm that uses normal information to
estimate the positions of the sharp corners. By inserting additional vertices inside
the volume of the cells, EMC is able to capture the salient features of the isosurface.
Extending the idea of placing points inside grid cells that contain sharp features,
Dual Contouring [JLSW02] uses normal information to insert vertices in all active cells. Then, only the points from the interior of the cells are used to build the
triangulation. The resulting mesh is dual to the one, obtained by MC, and hence
the name Dual Contouring. This technique is particularly useful when applied to
adaptive grids. The regular MC approach produces a mesh that contains discontinuities where cells of different sizes meet. By considering points lying inside the
cells, and not on their boundaries, Dual Contouring produces a continuous mesh.
Another shortcoming of the Marching Cubes algorithm is that some of the produced triangles are of bad quality, i.e., long and stretched. Triangle quality can be
measured by the ratio of the radii of the incircle to the circumcircle. Dual Contouring performs much better in this respect, but there is still room for improvement.
Dietrich et al. [DSS+ 09] proposed an algorithm to transform the edges of the grid
to achieve better triangulation using MC. They observed that bad triangles occur
close to grid edges. The algorithm employs a strategy of gradient and tangential
transformations to move the triangles away from the edges. The end points of
each grid edge that is intersected by the isosurface are moved away in the gradient
direction. Next, the vertices are split and moved in the tangential to the isosurface.
Applying MC on the transformed grid yields significantly improved mesh quality,
while preserving salient features.
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Since the area of the long, stretched triangles is typically small, another strategy to
deal with them is to remove them during extraction. Raman and Wenger [RW08]
proposed an approach using vertex snapping to remove triangles of bad quality
(SnapMC). Triangle vertices are snapped to close-by grid vertices and an extended
look-up table is used to obtain according triangulations. The extended table distinguishes between three cases for a vertex - inside, outside, and on the isosurface.
Since the snapping introduces an error, the generated triangle vertices are then
moved to the closest triangle vertex generated by the original MC algorithm.
Other approaches to high-quality isosurface extraction do not rely on the underlying grid. Advancing Front (Afront) [SSS06] is a propagation-based approach that
freely positions points on an implicitly defined isosurface. In contrast to other
propagation techniques discussed earlier, Afront uses propagation based on mesh
representation and not grid cells. The mesh is grown locally at its boundary, hence
the name Advancing Front. Decisions how to grow triangles are based on surface
properties, mainly curvature considerations. Seeding points for the algorithm can
be determined using the extrema graph method. Then, the inserted points are projected onto the implicitly defined isosurface using steepest descent. The optimal
lengths of the edges are determined with the help of a guidance field, which takes
into account the surface curvature and triangle quality considerations.
Another approach that is independent of the underlying grid is the Delaunay Meshing of Isosurfaces (DelIso) proposed by Dey and Levine [DL07]. Their algorithm
first extracts a coarse topologically correct mesh and refines it until given criteria are fulfilled. Initially, a small set of random isosurface points is picked and
its Delaunay triangulation is computed. Then, the mesh is refined using the Delaunay ball property to assure topological correctness with the implicit isosurface.
Once the Delaunay mesh refinement does not yield any topological changes, a less
computationally expensive refinement technique is used to achieve a representation
with suitable geometric details and good triangle properties.
Other methods that follow the idea of extracting a coarse mesh and refining it include the approaches by Wood et al. [WDSB00] and Hormann et al. [HLMG02].
The former technique extracts a coarse mesh by building a set of discrete isodistance ribbons and connecting them while respecting the topology of the isosurface implied by the data. Subsequently, an iterative multi-scale force-based
solver refines the initial mesh into a semi-regular mesh with geometrically adaptive sampling rate and good aspect ratio triangles. The approach by Hormann et
al. [HLMG02] uses a down-sampled version of the underlying grid to extract a
coarser mesh. The mesh is then projected onto isosurfaces defined on finer grids,
until the original resolution is reached. After each projection, the vertices of the
mesh are relaxed and the triangles are adaptively refined, based on a distance measure to the isosurface. These approaches are known to produce very good triangulations because of the force-based relaxation and the adaptive refinement of
triangles.
11

3
3.1

Pre-computing the Isosurface Spectrum Representation
Overview

Figure 1: Input for the isosurface spectrum representation extraction. First, topology analysis of the field is performed and a list of critical isovalues is extracted.
Then, an isovalue from a topologically stable region is selected for the initial mesh.
The scalar field, the initial mesh and the list of critical isovalues are taken as an input for the pre-computation.
During the pre-computation phase we want to extract how the isosurface evolves as
we change the isovalue. We start from an initial mesh and keep projecting it till we
have covered the entire isovalue range, storing intermediate results along the way.
To make sure that we capture all the topology changes in the dataset, we perform
a topology analysis to extract a list of critical isovalues. Then, an isovalue from a
non-critical region is selected for the initial mesh. We used the DelIso approach
to extract the initial isosurface mesh, but any technique that produces high-quality
meshes would be appropriate. The underlying scalar field, the initial mesh and the
list of critical points are then passed as input to our isosurface projecting algorithm
(Figure 1).

Figure 2: Projection workflow. First, topology analysis of the field is perform and
a list of critical isovalues extracted. Then, an isovalue from a topologically stable
region is selected for the initial mesh. The scalar field, the initial mesh and the list
of critical isovalues are taken as an input for the pre-computation.
Figure 2 shows a diagram of the workflow of the algorithm. In order to keep the
quality of the triangles high, we apply vertex relaxation after each projection to
smooth the mesh. If there are still triangles of low quality or just very small tri12

angles, we remove them during the mesh simplification phase. Next, we check
whether the mesh approximates the implicit surface well enough. The triangles
that do not approximate the isosurface closely are subdivided during the mesh refinement stage. Then, we are ready to store the results and project to the next
isovalue. The step size between the isovalues can be set by the user and determines
the quality of approximation of the isosurface spectrum. Since the results will be
interpolated in the end, the more samples there are, the better the approximation.
However, also the more samples there are, the more memory will be required to
store them and the longer they will take to compute. Regardless of the chosen
sampling step, the critical points are always visited.
The different stages of the algorithm are presented in the subsections that follow.
The data structures for storing and rendering the isosurfaces are explained in Section 4.

3.2

Topology Analysis

(a)

(b)

(c)

(d)

Figure 3: Topology Analysis. (a) Around a regular point, the isosurface divides
space into a single connected volume with values larger than its value and a single
connected volume with values smaller than its value. (b) Around a minimum, all
point in the neighborhood have a larger value. (c) Around a maximum, all points
in the neighborhood have a smaller value. (d) In case of a saddle, there are more
than one separated regions with values larger or smaller than the value of the point.
When computing the isosurfaces used for interpolation, we need to make sure that
we capture all topology changes. For that, we have to determine the critical isovalues, which correspond to a local extremum or a saddle point in the dataset. We
use the approach by Weber [Web03] to identify critical points and regions in a field
defined over a hexahedral grid using tri-linear interpolation. Critical points are
detected in three steps - examining vertices, faces, and cell interiors. To classify
a grid vertex, its value is compared to the values of its 6 edge-connected neighbors. If the value of the neighbor is greater than the one of the vertex, its marked
as positive, and otherwise negative. Based on the configuration of the neighbors,
the number of positive and negative connected components around the vertex is
determined. Depending on that number, the vertex is classified as a regular point,
minimum, maximum or a saddle point (Figure 3). If there is only one connected
13

component, the vertex is an extremum. If there are two, it’s a regular point, and
for more than two - it’s a saddle point. The same idea is applied for determining
critical regions. Vertices that cannot be classified, because some of their neighbors
are equal-valued, are flagged. Then, using seed-fill algorithm, regions of flagged
vertices are identified. Finally, the number of connected components in the neighborhood is determined to classify the region.

3.3

Mesh Representation

The input mesh to the algorithm is given in the form of a triangle soup. While this is
the most optimal format for rendering, it is not well suited for mesh modifications,
since it does not provide incidence information about vertices, edges and faces. To
facilitate routines like mesh refinement and mesh decimation, we first convert the
input triangle soup to a mesh represented in a half-edge data structure.
The half-edge structure keeps a list of the edges of a mesh and the links between
them. An edge is represented by two half-edges that belong to the triangles sharing
the edge (Figure 4). Each half-edge contains references to: the face it belongs to;
the vertex it is attached to; the next half-edge, i.e., the half-edge it points to; and
the opposite half-edge.

Figure 4: Half-edge data structure. An edge (blue) is represented by two half-edges
(black arrows). Each half-edge contains information about the vertex it is attached
to, the next half-edge, the opposite half-edge and the face it belongs to.
By providing quick access to this incidence information, the half-edge data structure makes it very easy to loop through the faces that contain a given vertex and
extract its one-ring, for example. This makes the data structure very suitable for
the mesh refinement and mesh simplification routines we apply to the isosurface
mesh.
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3.4

Projection

To be able to interpolate between isosurfaces, we need to determine the position
of each vertex at each sampling isovalue. Starting from a known vertex position
vi (c) at isovalue c, we determine the position of the vertex at the next isovalue by
projecting it to the implicitly defined isosurface for that value.

Figure 5: Projecting the isosurface mesh. Each of the vertices of the mesh (gray) is
projected in the normal direction onto the implicitly defined isosurface for the next
sampling isovalue (green). After projection the connectivity between the vertices
remains the same.
We project a vertex by casting a ray in the normal direction and computing the
closest intersection point with the isosurface (Figure 5). Another possible direction
to cast the ray in would be the gradient of the distance function to the isosurface,
but as discussed by Horrman et al. [HLMG02] it restricts the vertex from entering
concave regions.
The normal vector at the vertex is computed as a weighted sum of the normals
of its adjacent triangles. The weight of each face normal is taken to be the area
of the triangle. Since the mesh is represented in a half-edge data structure, we
can easily traverse the triangles that share a vertex and perform the normal vector
computation.
Since the underlying scalar field is defined on a grid, in order to find the closest intersection point with the isosurface, we need to determine which voxels of the grid
are intersected by the ray. We apply the voxel traversal algorithm by Amanatides
and Woo [AW87]. Starting from the voxel the vertex is in, we traverse in both the
normal and the opposite direction. We consider two voxels at a time, one from
each direction of traversal. If the isovalue for the surface lies between the minimum and maximum value of the considered cell, a ray-surface intersection check
is performed. As soon as an intersection is detected, we stop the traversal, since
we know that it is the closest in either direction. If intersections are found in both
voxels, we compare the distances and record the closer one. Figure 6 illustrates
this approach.
To compute the intersection between a ray and the isosurface, we first parametrize
the ray pi (t) = vi + ni · t, where vi , the position of vertex i, is the origin of the ray
and ni , the normal vector at vi , is the direction of the ray. Since the field is given as
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Figure 6: Grid traversal. Voxels are traversed in both the direction of the normal
and the opposite. Two voxels are considered at a time - one from each direction of
traversal. The number in the upper-right corner of the cells is the step of traversal.
As soon as an intersection is found, we stop the traversal.
a 3D grid, function values ρ(x) inside the cells are obtained by applying tri-linear
interpolation. To determine where the ray intersects the isosurface, we need to find
the solutions of ρ(pi (t)) − ciso = 0, where ciso is the isovalue. The polynomial
is cubic in t and its real roots give the intersection points with the isosurface. Full
derivation of the polynomial, though with several typos in the indices, can be found
in the work by Parker et al. [PSL+ 98]. For completeness, the derivation is provided
below.

Figure 7: Geometry of a grid cell. The bottom coordinates are in the local coordinate frame of the cell (u, v, w).
Let the vertices of a grid cell and their function values be denoted as in Figure 7.
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Furthermore, let
u =
v =
w =

x − x0
x1 − x0
y − y0
y1 − y0
z − z0
z1 − z0

where (x, y, z) are the coordinates of a point inside the cell. Then, using tri-linear
interpolation, the value at that point is given by
ρ(u, v, w) = (1 − u)(1 − v)(1 − w)ρ000 +
(1 − u)(1 − v)(w)ρ001 +
(1 − u)(v)(1 − w)ρ010 +
(u)(1 − v)(1 − w)ρ100 +
(u)(1 − v)(w)ρ101 +
(1 − u)(v)(1 − w)ρ011 +
(u)(v)(1 − w)ρ110 +
(u)(v)(w)ρ111
Let us redefine u0 = 1 − u and u1 = u, and similarly for v and w. Then,
X
ρ=
ui vj wk ρijk
i,j,k=0,1

If we plug in the parametrized ray equation
p = a + bt = (xa + xb t, ya + yb t, za + zb t)
into the expressions for u0 , u1 , v0 , v1 , w0 , w1 , we get
u0 = 1 − u =
u1 = u =

x1 − xa − xb t
x1 − xa
−xb
=
+
t = ua0 + ub0 t
x1 − x0
x1 − x0 x1 − x0

xa − x0
xb
xa + xb t − x0
=
+
t = ua1 + ub1 t
x1 − x0
x1 − x0 x1 − x0

Similarly, we define v0a , v0b , v1a , v1b , w0a , w0b , w1a , w1b .
The equation we need to solve for the intersection points is:
X
ciso =
(uai + tubi )(vja + tvjb )(wka + twkb )
i,j,k=0,1
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Expressed as a cubic polynomial in t:
At3 + Bt2 + Ct + D = 0
where
A =

X

ubi vjb wkb ρijk

i,j,k=0,1

B =

X

(uai vjb wkb + ubi vja wkb + ubi vjb wka )ρijk

i,j,k=0,1

C =

X

(ubi vja wka + uai vjb wka + uai vja wkb )ρijk

i,j,k=0,1

D = −ciso +

X

uai vja wka ρi,j,k

i,j,k=0,1

Schwarze [Sch90] discusses in an article in Graphics Gems how to find the real
solutions of a cubic polynomial. We used his code with minor modifications for
linear and quadratic cases.
Once we have found the solutions, we need to check whether the intersection lies
within the cell. Since the tri-linear interpolation holds only for points inside the
cell, if the solution refers to a position outside, we discard it. If the solution lies
inside, we report an intersection.
During our experiments, we also tried an alternative approach to determine the
intersection point. Instead of solving analytically the cubic polynomial of the trilinear interpolation, we first compute the intersection of the ray with the Marching
Cubes triangles and then apply steepest descent method. When traversing the intersected grid cells, we extract locally the MC triangles and check for intersections
using a fast ray-triangle intersection routine [MT05]. Since a triangle is a linear
approximation of the surface, if an intersection point is found, we apply steepest
descent method to move it closer to the actual surface. This approach is however
both slower and more inaccurate than solving directly the cubic polynomial.
Finally, we have to note that step between two consecutive isovalues during projection has to be chosen small to avoid cases like the one in Figure 8. This step should
not be confused with the sampling step discussed in Section 3.1. The sampling
step determines how often we store intermediate results and apply mesh refinement / simplification. To project the isosurface from one sampling isovalue to the
next, we apply the projection algorithm in many small steps without storing the
intermediate results or refining the mesh.

3.5

Relaxation

After projecting the isosurface mesh, it might happen that some of the vertices get
cluttered close together or even lead to self-intersections. To mitigate that and to
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Figure 8: Example of a case where improperly chosen projection step leads to
incorrect projection of the isosurface mesh. The ray casted from the vertex in
the normal direction does not intersect the next isosurface or might intersect it in
another component of the surface.
improve the quality of the resulting triangles, we apply a relaxation force to each
of the vertices. A common approach is to use a discrete version of the Laplacian,
L(v) =

1 X
(w − v)
|Nv |
w∈Nv

The effect of this operator can be interpreted as if it places springs between the
node and its immediate neighbors. The resulting force applied to the vertex is a
sum of all the forces exerted by the springs. The system is in equilibrium when the
forces applied to all the vertices are zero.
This operator, however, has a shrinking effect on the mesh and moves the vertices
off the isosurface in curved regions. To avoid that, we follow the strategy used by
Wood et al. [WDSB00] and apply only the tangential component of the Laplacian,
T (v) = L(v)− < L(v), nv > nv
where the vertex normal nv is computed as a weighted sum of the normals of the
adjacent triangles.

(a)

(b)

Figure 9: Relaxation. Initially, an isosurface for isovalue 15 was extracted from
the Hydrogen dataset using DelIso. Then, the mesh was projected to the isosurface
for isovalue 23 (surface is shrinking) without relaxing the vertices (a) and with
relaxation (b). The quality of triangles in the latter case is considerably better.
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The position of each vertex is updated using a fraction of the relaxation force to
avoid oscillations, i.e., v = v +krelax T (v). The relaxation process is iterated until
the maximum magnitude of relaxation force for all vertices falls below a certain
threshold, supv |T (v)| < relax . We used values of krelax = 0.6 and relax =
1e − 5. Figure 9 shows the effect of relaxation applied to a mesh representing an
isosurface from the Hydrogen dataset. It can be observed that when no relaxation
is applied, the vertices get cluttered when projecting to a shrinking surface and the
triangle quality deteriorates.

3.6

Mesh Simplification

When projecting triangles onto a shrinking isosurface component, they tend to get
smaller and smaller. At some point a small surface component might be represented by a large number of triangles that were used to describe it before shrinking.
When the triangles become so small that they no longer contribute to better visual
perception of the surface, we can remove them so that they don’t impose additional
load on the rendering and on the memory. The criterion that we use to determine
whether a triangle is to be removed is based on its area. If the area is less than a
threshold Asimplif y , we remove it and update its neighboring triangles.
Another possible effect of the projection is that the triangles get elongated and remain that way even after relaxation of the vertices. Since we would like to keep the
quality of the mesh high, we remove such triangles and let the refinement routine
later decide if new ones have to be put in their place. Previously, we mentioned
that a measure of a triangle’s quality is the ratio of the radii of the inscribed and the
circumscribed circles. If that ratio is below a given value λ, we mark the triangle
for removal.
Hence, a triangle is removed if:
(A < Asimplif y ) ∨

r
R


<λ

To remove triangles, we employ the half-edge collapse technique used by Hoppe [Hop96]
in his work on progressive meshes. Figure 10 illustrates how it works.
We remove the selected triangles by collapsing their shortest edges, so that the
visible effect on the mesh is minimal. However, collapsing edges without any
restrictions can lead to violation of the manifold property of a surface. Therefore,
we enforce two constrains on the selection of edges for collapsing. The first one
is that the one-rings of both vertices contain only two vertices in common – the
ones opposite the edge in the two triangles sharing it. The second one is that the
edges connecting the vertices of the one-rings are not shared (Figure 11). This way
we make sure that there are no degenerate triangles and that the surface remains a
manifold one. We iterate the mesh simplification process until no more triangles
fulfill the removal criteria.
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v1

v2

v2

Figure 10: Half-edge collapse. The edge v1 v2 is collapsed and the two triangles
sharing the edge are removed. All triangles that contained v1 as a vertex now have
v2 in its place.

v2

v1

Figure 11: Collapse constrains. In order to keep the manifold property of the
surface and not to create degenerate triangles: (1) the one-rings of the vertices
of the edge should have only two vertices in common – the ones opposite the
edge (teal); (2) the edges connecting their one-rings (blue and green) should not be
shared, i.e., none of the blue edges should coincide with a green one.
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3.7

Mesh Refinement

When the mesh is projected onto a growing surface, at some point it will no longer
approximate the surface closely, since the number of triangles is kept constant.
Therefore, we have to refine the mesh, so that it represents the surface more accurately. To determine whether a triangle has to be refined, we consider the distance
h from the triangle’s barycenter to its projection onto the isosurface. We use the
technique described in Section 3.4 to project the barycenter in the normal direction of the triangle. This distance gives us a measure of how close is the linear
approximation to the actual surface. If the distance is larger than a certain threshold hmin , we mark the triangle for refinement. On the other hand, we also do not
want to refine small triangles into even smaller ones, which would later be removed
by the simplification routine anyway. Therefore, we consider for refinement only
triangles with areas A larger than a threshold Amin . So, overall the criterion for
refinement we employ is as follows:
(A > Amin ) ∧ (h > hmin )
The refinement strategy we employ is to quadrisect the marked triangles. The midpoints of the sides of the triangle are connected to create four triangles. The newly
inserted midpoints are then projected onto the isosurface. Figure 12 illustrates how
a triangle is refined using quadrisection.

Figure 12: Triangle quadrisection. The shaded triangle is refined into four new
triangles by connecting the midpoints of its edges. In order to avoid T-vertices the
neighboring triangles must also be refined.
The midpoints must also be connected to the neighboring triangles in order to maintain the connectivity of the mesh. To make sure that there are no T-vertices and the
adjacent faces are consistently refined, we apply red-green triangulation [ASW83,
VT92]. Each triangle that is to be split in four is colored in green. Then we consider
their adjacent triangles. If a triangle has two green neighbors, it is also colored in
green. If a triangle has only one green neighbor, it is colored in red and will be
split in two. Following these rules we keep coloring the triangles until there is no
change in the colors (Figure 13). Once the colors of all faces are determined, the
new triangles are created with appropriately connected edges and the original ones
are removed. We keep refining the mesh until no triangle fulfills the criterion for
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refinement. Figure 14 shows an example of this procedure applied to a 3D input
mesh. The approximation quality depends on the chosen hmin parameter, which in
this case leads to a finer surface than the default DelIso settings.

(a)

(b)

(c)

Figure 13: Red-green triangulation. (a) Initially the lower triangle and the triangle
to the right are marked for subdivision using our refinement criteria; (b) The middle
triangle has two green neighbors so it is also colored green; (c) The triangle to the
left has only one green neighbor and is therefore colored red and split in two.

(a)

(b)

Figure 14: Refinement of the isosurface mesh. (a) Input mesh extracted for isovalue
40 from the Hydrogen dataset using DelIso with default settings. (b) The input
mesh refined and relaxed. The used values for the refinement were hmin = 0.1 and
λ = 0.2.
An alternative strategy for refinement that we implemented was the second stage
of the DelIso algorithm. It uses similar criteria to determine whether a triangle is
to be refined, but is very different in the way new triangles are created. First, the
circumcenter of a triangle is projected to the isosurface. Next, it is checked for
which triangles this new point violates the Delaunay ball property. Then, these
triangles are removed and the “hole”, which is a topological disc, is re-triangulated
using the new point. This algorithm, however, requires that the mesh being refined
is already a Delauney mesh. Since we’re using the DelIso approach to extract the
initial mesh, this holds for the first examined isovalue. However, after projection
and relaxation, the Delauney ball property does not necessarily hold anymore and
the removed triangle do not form a topological disc. Hence, the re-triangulation
can lead to self-intersections. Therefore, we abandoned this approach and decided
to use red-green triangulation.
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3.8

Handling Critical Points

Projection at the critical isovalues of the dataset is handled differently since changes
in topology occur. When an isosurface component emerges, vanishes or two components merge together or split, the connectivity of the mesh must change accordingly to reflect the change in topology. Depending on the type of criticality, we
consider the following different cases:
• A surface component vanishes - occurs at points or regions of local maximum when projecting to higher isovalues, and at points or regions of local
minimum when projecting to lower isovalues.
The type of criticality, point or region, shows whether the component vanishes in a single point or many. This typically depends on the genus of the
component. Spherical components usually vanish in a point, while torus-like
surfaces vanish in an ellipsis.
When the surface component shrinks, the simplification routine keeps on
removing triangles from the mesh. However, since it is constrained not to
change the mesh topology, it will not remove all triangles even when the
surface has vanished. This is why we have to “clean up” these triangles at
the critical isovalues. We traverse all triangles of the mesh and look at the
grid cells that they lie in. If according to the cell values the isosurface does
not pass through that cell, the triangle and its vertices are removed.
Since very close to the critical isovalue the surface has already almost vanished, the projection leads to very bad results and self-intersections. Because
of that, we decrease the step used for projection and make sure to remove the
triangles a bit prior to them reaching the critical point.
• A surface component emerges - occurs at points or regions of local minimum when projecting to higher isovalues, and at points or regions of local
maximum when projecting to lower isovalues.
This is the exact opposite case of a vanishing surface. Here, a new component appears in the isosurface, but we do not have any vertices to represent
it in our mesh. To source triangles for that component, we first mark all
grid cells that the isosurface passes through, but do not contain any triangles. Then, we extract the isosurface using the chosen extraction technique
(DelIso in our case, but can be any). Afterwards, we add the triangles in the
marked grid cells to our mesh. This is not done exactly at the critical value,
but rather slightly offset, so that the new component is better represented.
The results are then projected back to the critical value to provide continuity.
• Surface splits into two components at a point - occurs at critical saddle
points. Depending on from which side of the spectrum the point is approached, it can either mean that a surface splits or that two surfaces merge.
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Here we consider the former case.
Exactly at the critical isovalue, the two components that are to be split touch
in one point, the critical point. From there on, they should be considered as
two disconnected surfaces. To incorporate that into our projection algorithm,
we have to essentially insert the critical point twice and connect it once to
the one component and once to the other. This is accomplished by first removing all the triangles in a certain radius around the critical point and then
connecting the edges at the boundaries of the formed holes to the critical
point. To determine which edges belong to which boundary, we collect all
boundary edges around the critical point and extract connected components
thereof. Figure 15 illustrates this process in a 2D sketch. Figure 16 shows
snapshots of how it is applied to an actual 3D mesh.

(a)

(b)
Figure 15: Splitting of a surface into two component at a saddle point. (a) The two
components are still connected in the mesh representation. The triangles that pass
through a sphere of a given radius centered at the critical point are removed. (b)
The boundary edges are marked and the connected components determined (bold
edges). Two vertices are inserted at the critical point. Each of the boundaries is
connected to one of the vertices.
• Unhandled cases - there are several cases that are not handled in the current
implementation.
Surface splitting into two at a critical region is similar to the case discussed
above with the difference that the split does not occur at a single point, but
at a continuous region. A possible solution might be to sample the region,
apply the sphere criterion for each of the sample points to remove triangles
and then re-triangulate the boundary edges and the sampled points. Unfortunately we did not have time to investigate any approaches about the
re-triangulation.
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(a)

(b)

(c)

(d)

Figure 16: Splitting isosurface components at the saddle point at isovalue 12 of
the Hydrogen dataset. (a) At the critical value, the surface is still represented as
one component in the mesh. (b) The triangles around the critical point in radius
of 1 grid length are removed. (c) Two vertices are inserted at the critical point.
The boundary edges are determined and connected to the new vertices. (d) When
projected to the next isovalue (13), it is visible that the surface component is split
in the mesh representation.
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Merging of surfaces, both at points and regions, are the other cases that we
have not solved. The problem boils down again to triangulation. As the two
surfaces come close together, we can remove the nearest faces from both and
connect their boundaries with triangles. How exactly to go about it, however,
we did not have time to investigate. Currently, we use a makeshift solution
to approach the saddle points from the direction from which a split occurs.
This is, however, not always possible if there are several saddle points in the
dataset.

4

Data Structures

The information that we extract during the pre-computation phase includes the
current vertex positions and a list of triangles for each sampling isovalue. Our goal
is to store it in such a way that for a random isovalue we could quickly interpolate
the vertex positions and determine which faces to render.

4.1

Storing the Triangles

We notice that a given triangle exists in the mesh from the time it is created until
it is refined or removed during mesh simplification. In other words, a triangle is
included in the rendering of isosurfaces only for a certain interval of isovalues. We
record this interval for each triangle during pre-computation. We keep a minimum
and maximum isovalue associated with each face and update it at every sampling
isovalue. If the triangle is present in the mesh, we compare the current sampling
isovalue with the recorded minimum and maximum isovalue for the triangle and
update them accordingly. This way the largest isovalue that the face is still present
for will define the upper limit of the interval and the smallest – the lower limit.
For each triangle we store its isovalue interval and the indices of its three vertices.
We discard triangles that are defined only for one isovalue, since this means that
they are intermediate steps in the refinement process. Given an isovalue, we need
to determine which triangles are defined for it, i.e., which triangles include the
isovalue in their intervals. The data structure that best facilitates that is the interval
tree.
The interval tree is constructed recursively in top-down fashion. Each node contains a median point m, a set of intervals that contain the median and two children
- left and right. We construct the root node by taking the entire range of all the
intervals and dividing it in half at m. This gives us three sets of intervals:
• Slef t - those completely to the left of m, i.e. their upper boundary is smaller
than m
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• Scenter - those containing m
• Sright - those completely to the right of m, their lower boundary is larger
than m
The set Scenter is stored twice in the node, once sorted according to the lower
boundary of the intervals and once sorted by the upper boundaries. This is done to
facilitate faster querying later.
The left child node is constructed in the same fashion, only taking not all the intervals, but just the ones in Slef t . Analogously, the right child node is created by
considering the intervals in Sright . This is repeated recursively until there are no
intervals left.
Querying the interval tree for a given isovalue c is done by traversing it in a topdown manner. At each visited node, we check which of the intervals in Scenter
contain c and report back the corresponding triangles. Starting at the root node, we
compare c to the root’s median m. If it is smaller, this means that all intervals in
Scenter have their ends after c. Therefore, we need only to determine which intervals have their beginnings before c. We use the list of intervals sorted according to
their lower boundaries and report back all triangles that have their minimum isovalue less than c. Afterwards, we continue the traversal with the node’s left child.
By analogy, if c > m, we use the list sorted by the upper boundaries of the intervals
and consider the right child node. If c = m, we report the triangles in the node’s
Scenter and we’re done. The process is repeated until a leaf node is reached.

4.2

Storing Edge Collapses

One observation we make here is that the indices of the vertices recorded for a
triangle are the ones from the time of its creation. However, suppose that at isovalue
c, an edge v1 v2 connected to one of the triangle’s vertices was collapsed during the
mesh simplification routine. Then, for the next isovalues after c, the triangle should
be rendered using v2 and not v1 as we have stored the triangle in the interval tree.
To account for that, we also store all the edge collapses. They are stored as pairs
(i1 , i2 ), which means that vertex with index i1 has at some point been replaced by
i2 . How this information is used to compute the correct vertex position is explained
in the following subsection.

4.3

Storing the Vertices

During the projection phase of the algorithm, we record the positions of the vertices for every sampling isovalue. For each vertex we keep an array of pairs
(position, isovalue) that describes its trajectory. The elements in the trajectory
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array are sorted by the isovalues. This way, when querying for a given isovalue,
we can use binary search to determine which two elements to use for interpolation.
If the trajectory of a vertex v is given by the array [(v0 , c0 ), (v1 , c1 ), . . . , (vm , cm )],
then the position of v at isovalue c is computed as follows:
• Check if v is defined for c. If c < c0 or c > cm , the vertex does not exist at
isovalue c. This means that v has been replaced by another vertex in an edge
collapse. We look up the new vertex’s index in the edge collapses array.
• Apply binary search to determine such j that cj <= c <= cj+1
• The position of v at isovalue c is computed using linear interpolation
v(c) = vj +

c − cj
(vj+1 − vj )
cj+1 − cj

If smooth shading is desired in the rendering, we can also store the vertex normals
along the vertex positions. This increases the memory requirements, but computing vertex normals on the fly is rather expensive and would hinder the rendering
performance significantly. The normals are stored next to the positions, i.e. the
pairs become triplets (position, normal, isovalue), and evaluating the normal for
a given isovalue is done in the same way like the position.

4.4

Data Format

After all the information about triangles, vertices and edge collapses is extracted
during the pre-computation phase, we need to store it in some way to pass it to the
renderer later. The following properties per element are recorded in the output file:
• Triangle - indices of vertices v1 , v2 , v3 ; interval in which it is defined [mini so, maxi so]
• Vertex - array of triples (position, normal, isovalue)
• Edge collapse - a pair (i1 , i2 ), where i1 and i2 are the indices of the vertices
at the ends of the edge
All this information is recorded in a binary file of the following format (order is
respected):
• Vertices
First, the number of vertices numV ertices of type unsigned int.
Then, for each vertex we store the number of points needed to describe its
trajectory and then list the triplets:
The number of points numP oints[i] is of type unsigned int.
Each of the triplets (position, normal, isovalue) contains elements of the
following types - position and normal are float[3] and isovalue is float.
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• Triangles
The number of triangles numF aces also of type unsigned int.
Then numF aces times a structure consisting of:
minIso, maxIso of type float;
v1 , v2 , v3 of type unsigned int;
• Edge Collapses
The number of edge collapses numEdgeCollapses of type unsigned int.
numEdgeCollapses times pairs of integers (i1 , i2 ).
Since the data are stored tightly packed in binary format, they can be read very
quickly by the renderer. Once the file is loaded, the renderer builds the interval
tree from the information about the triangles. The edge collapses are stored in an
array edgeCollapse of size numV ertices, such that edgeCollapse[i1 ] = i2 . This
representation requires more memory than a hash table, but is faster to query and
was therefore preferred.

5

Results

We have applied our methods to extract isosurface spectrum representation to two
datasets coming from physical simulations - the Hydrogen Atom dataset and the
Nucleon datasets 1 .
The pre-computation times for extracting the spectrum representation heavily depend on the chosen parameters of the approximation. The two parameters that have
the most impact on the quality of approximation are the mesh refinement criterion,
hmax , which states how far away can a triangle be from the actual surface, and the
sampling step. The former controls the quality of approximation of the isosurface
and the latter the quality of approximation of the interpolation. Table 1 provides
a comparison of computation time and amount of geometry produced for different
values of these parameters for the Hydrogen dataset. The rest of the parameters
are kept constant during the measurements and are set to the following values: error (energy) threshold for relaxation is 0.0001; minimum area to be considered to
refinement 0.005 · d, where d is the smallest dimension of the dataset; area below which a triangle is removed 0.002 · d. These values were selected empirically
and are not dataset specific. The same values for another dataset would produce
triangles of comparable quality.
The results of the comparison are mostly to be expected. By lowering hmin , a lot
more triangles and vertices got introduced, which lead to a significant slow down,
since all mesh operations scale with the number of faces. Another obvious fact is
that with decreasing the step size, we get larger size for the spectrum representation, since we take more samples.
1

both datasets courtesy of SFB 382 of the German Research Council (DFG)
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sampling step
2.0
1.0
2.0
3.0

hmin
0.2
0.1
0.1
0.1

time (s)
157
464
395
398

size (MB)
11
32
18
14

# triangles
42.2k
77.1k
74.8k
73.8l

# vertices
19.4k
36.0k
35.0k
34.6k

fps
128
62
68
75

Table 1: Time and space comparison for different sampling steps and refinement
parameters for the Hydrogen dataset (128 x 128 x 128). Time is the total time
needed to compute the spectrum representation, including loading the initial mesh
and converting it to half-edge data structure. Size is the file size of the output file
including vertex normals. The number of triangles is the total number of triangles in the isosurface spectrum representation. The same holds for the number of
vertices.
Figure 17 shows a comparison between the input mesh, the mesh refined using
hmin = 0.2 and using hmin = 0.1. Both meshes are adaptively refined with more
triangles near the interpolation artifacts and less close to the central element. We
use hmin = 0.1 for the rest of the results, since it captures the details better.

(a)

(b)

(c)

Figure 17: Refinement of the isosurface mesh for isovalue 10 of the hydrogen
dataset. (a) The original input mesh as extracted by DelIso (3958 faces). (b) The
isosurface mesh refined with hmax = 0.2 (34872 faces). (c) The isosurface mesh
refined with hmax = 0.1 (64402 faces).
More interesting for us is to understand how the sampling step affects the visual
perception of the isosurface. By choosing a larger sampling step, we save memory,
since we don’t have to store that many points for the trajectory, but we also refine
and relax the mesh less often. This may lead to appearance of low quality triangles
during rendering and also noticeable popping artifacts when large triangles are
being refined. Figure 18 provides snapshots of isosurface rendering using two
isosurface spectra - one extracted with sampling step 1 and the other with 3. In
Figure 18(a) we can see how the middle components of the isosurface is of worse
quality when using sampling step 3. On the other hand, the other two components
are of similar quality. This can also be seen in Figure 18(b) for isovalues 50.
Concerning rendering performance, using a larger sampling step yields better re-
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sults as it can be seen from Table 1. By rendering performance here we mean including querying the data structures and extracting a mesh. This can be expected,
since larger sampling step means less points to describe trajectory and hence faster
interpolation of vertex positions.
The other dataset that we applied our technique to is the nucleon dataset. Similarly
to the hydrogen atom it also has a point saddle criticality, but the components do
not split in opposite direction afterwards. In this case, one component divides from
the other by closing a hole. Snapshots given in Figure 19. When the surfaces comes
closer and closer together, projections get really unstable and the inner component
projects its vertices onto the outer. To alleviate that had to decrease the projecting
step by three magnitudes.
The spectrum reprensetation for the nucleon dataset was computed with a sampling
step of 4. It contains 10k triangles and 6.6k vertices and takes 5MB of memory.
The computation took 45 seconds.
We have implemented the isosurface spectrum extractor and the renderer as two
different programs. We used C++ and OpenGL and all results and measurements
were taken on an Intel(R) Xeon(R) CPU @ 3.20GHz. The renderer allows for
user navigation through the scene using the mouse. Holding the left mouse button
rotates the scene, holding the middle translates it, holding both acts as zoom. The
mouse wheel is used to flip through isovalues. All these user interactions can be
seen in the accompanying video.

6

Discussion

Using the presented approach, we can extract once the isosurface spectrum representation and then use the renderer to visualize any isosurface in real-time with
high quality. However, as already mentioned, the current implementation suffers
from some limitations.
As discussed in Section 3.8 currently we cannot handle region saddle criticalities.
These occur a lot in simulation datasets when two volumes split or merge. This is
partly the reason why we have only two datasets in the results section. The dataset
are relatively simple, but can showcase the fundamental idea of our approach - to
use projection to keep correspondence between vertices and improve the mesh as
we go.
Other possible improvements to the current technique include using an adaptive
sampling step size. As we saw in Figure 18 it didn’t really matter whether we
used step size 3 or step size 1 for the spheres of the atom, but it did matter for the
torus. An adaptive step size per each surface component would make the spectrum
representation more succinct. In this regards, we tried making the step adaptive by
using the Laplacian of the field, since it gives a measure of how quickly things are
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(a)

(b)
Figure 18: Effect of choosing a larger sampling step on rendering quality. (a)
Isosurfaces for isovalue 28. Top - using step size of 1.0; bottom - using step size
3.0. (b) Isosurfaces for isovalue 50. Top - using step size of 1.0; bottom - using
step size of 3.0
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(a)

(b)

(c)

(d)

Figure 19: Handling the point saddle criticalities of the Nucleon dataset. (a) The
whole isosurface is one connected component. (b) The inner part splits from the
outer via a point saddle. (c) The second inner part splitting from the shell. (d) The
isosurface consists of three surface components.
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going to change. The maximum value of the Laplacian at the vertices of the mesh
would be determined and then the step scaled with its inverse. The approach didn’t
produce any better results than using a constant step size.
In the direction of making the isosurface spectrum representation more compact,
another possible improvement is to simplify the trajectories of the vertices. If the
trajectory can be adequately described using less samples, this would speed up the
interpolation (Table 1), and, therefore, the rendering.
Another way to speed up both the extraction and the rendering is to implement
parts of the algorithm on the GPU. The rendering can be entirely parallelized and
the most of the mesh operations, too (normal computation, relaxation, refinement
to some extent, etc.).
Since we tried the approach only on small datasets, we had no problems fitting all
the data on the main memory. However, there are datasets for which extracting
the whole spectrum representation on the main memory would be impossible. For
such cases, out-of-core techniques should be considered.
One major drawback of this whole approach is that it’s rather unstable and not
robust against noise. If the only one vertex gets projected to the wrong place and the
triangle it pulled doesn’t get picked up by the mesh simplification, the refinement
procedure will try to make it “right” by subdividing it. However, since the triangle
is in the wrong place, this will either result in self-intersections or in spawning a
lot of triangles also placed in the wrong spot. This can be observed in the Nucleon
dataset if we don’t lower the projection step by three magnitudes. Figure 20 shows
that. The Nucleon dataset is a simulation one and this instability occurs only due
to the geometry of the isosurface. A scanned noisy dataset would present a real
challenge to the currently implemented approach.

Figure 20: Projection Instability. Transparent rendering of the nucleon dataset
close to one of the point saddle criticalities. One wrongly projected vertex might
spawn new triangles trying to fix it, which would be even more incorrect.
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7

Conclusion

We have presented a technique for efficient rendering of high quality isosurfaces.
The idea behind the approach is to pre-compute a set of isosurfaces and later interpolate them to get the isosurface for any isovalue. We perform a topological
analysis to make sure that we capture all topological changes. To maintain correspondence between vertices of two consecutive isosurfaces we rely on projection.
In order to keep the quality of the triangles high, the mesh is repeatedly refined
and smoothed as it is projected. We have applied our approach to two simulation
datasets. Unfortunately, the current implementation does not handle splitting and
merging of surfaces at critical regions, which makes its application limited. Moreover, the mesh projection algorithm sometime exhibits instability at critical points
and the approach would not be suitable for noisy scanned datasets.
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